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Data Compression for the Exascale Computing Era – Survey
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While periodic checkpointing has been an important mechanism for tolerating faults in highperformance computing (HPC) systems, it is cost-prohibitive as the HPC system approaches
exascale. Applying compression techniques is one common way to mitigate such burdens by reducing the data size, but they are often found to be less effective for scientific datasets. Traditional
lossless compression techniques that look for repeated patterns are ineffective for scientific data in
which high-precision data is used and hence common patterns are rare to find. In this paper, we
present a comparison of several lossless and lossy data compression algorithms and discuss their
methodology under the exascale environment. As data volume increases, we discover an increasing
trend of new domain-driven algorithms that exploit the inherent characteristics exhibited in many
scientific dataset, such as relatively small changes in data values from one simulation iteration to
the next or among neighboring data. In particular, significant data reduction has been observed
in lossy compression. This paper also discusses how the errors introduced by lossy compressions
are controlled and the tradeoffs with the compression ratio.
Keywords: Fault tolerance, checkpoint/restart, lossless/lossy compression, error bound, data
clustering.

1. Introduction
The future extreme scale computing systems [13, 35] are facing several challenges in architecture, energy constraints, memory scaling, limited I/O, and scalability of software stacks.
As the scientific simulations running on such systems continue to scale, the possibility of hardware/software component failures will become too significant to ignore. Therefore, a greater
need is emerging for effective resiliency mechanisms that consider the constrains of (relatively)
limited storage capability and energy cost of data movement (within deep memory hierarchy
and off-node data transfer). The traditional approach to storing checkpoint data in raw formats
will soon be cost-prohibitive. On the other hand, storing the states of simulations for restart
purposes will remain necessary. Thus, in order to scale resiliency via the checkpoint/restart
mechanism, multiple dimensions of the problem need to be considered to satisfy the constraints
posed by such an extreme-scale system.
A popular solution to reduce checkpoint/restart costs is to apply data compression. However, because scientific datasets are mostly floating-point numbers (in single or double precision),
a naive use of compression algorithms can merely bring a limited improvement in terms of the
amount of data reduced while bearing a high compression overhead to perform compression.
To tackle such problem of hard-to-compress scientific data, recently-proposed compression algorithms start to explore data characteristics exhibited in specific domains and develop ad-hoc
strategies that perform well on those data. The motivation comes from the fact that most of the
simulations calculates values on points (nodes, particles, etc.) in a discretized space to solve its
own mathematical models and continues along the temporal dimension until a certain stop condition is met. One can potentially exploit the patterns exhibited along both spatial and temporal
dimensions in improving effectiveness of existing compression algorithms because the variance
of data in the neighborhood tends to be small in many cases. Existing compression algorithms
seldom consider such data patterns.
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Lossy compressions [11, 15] often produce better compression ratios than the lossless counterpart, but the error rates are not easy to bound, and, in large scale simulations, unbounded
error could introduce significant deviation from the actual values, leading to impact the outcome of the simulation. In other words, lossy compressions could make compressed data useless.
Lossy compression on checkpointing implies several challenges for large-scale simulations, e.g.,
guaranteeing point-wise error bounds defined by the user, reducing a sufficiently large amount
of storage space, performing compression in-situ (to reduce data movement), and taking advantages of data reduction by potentially being able to use locally-available non-volatile storage
devices. In this paper, we survey a set of compression techniques and discuss whether they can
achieve the above goals. We also describe ideas of making use of machine learning techniques to
discover temporal change patterns, designing a data representation mechanism to capture the
relative changes, and solutions to meet the user request on tolerable error bound.
We anticipate that checkpointing will continue to be a crucial component of resiliency and
lossy compressions will become an acceptable method to reduce the data size at the runtime. The
critical point is whether the data can be significantly reduced given a controlled error bound.
Such an error tolerance will be specified by the user as an input parameter. For example, a user
can indicate that maximum tolerable error per point of 0.1%, and lossy compression algorithms
must guarantee that bound. Overall, applying data compression at runtime for checkpointing
will become appealing to large-scale scientific simulations on future high-performance computing
systems, as it can reduce storage space as well as save the energy resulted from data movement.
The remainder of this paper is organized as follows. The discussion of lossless compression algorithms for traditional checkpointing mechanisms is described in Section 2. Section 3
presents several studies to apply lossy compression algorithms on scientific applications. Finally,
we conclude the paper in Section 4.

2. Lossless Compression
Compression has two advantages. At first, it can reduce the space required to store the data.
Secondly, it can improve I/O bandwidth (disk or network communication), as the time spent on
data checkpointing is reduced. However, compression comes with the CPU and memory overhead
to compress and decompress the data. Thus, the effectiveness of applying data compression is
determined by the achievable compression ratio of the selected compression algorithm and the
time to compress the data. The future exascale systems are expected to exhibit a trend that
the data movement among memory hierarchies and off-node data transfer will become relatively
expensive in terms of time and energy, compared to the ever-increasing compute power. If
the selected compression algorithm can produce a reasonable compression ratio, the benefit of
applying data compression shall become more significant for the scientific applications running
on those systems.
When it comes to compression, scientists often face the dilemma of choosing lossless compression and lossy compression. The former preserves data fidelity but can be slow and produce
a poor compression ratio, whereas the latter introduces a cumbersome validation process on
the approximated data. In this section, we first compare several existing lossless compression
methods and their effectiveness when applied on the scientific datasets.
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2.1. Integration within Checkpointing Framework
Welton et al. [36] have integrated and evaluated several lossless compression algorithms
within the context of IOFSL, an I/O middleware. They evaluate their framework on using
commonly-used compression algorithms on synthetic and real datasets. The experimental results
show about 1.6x of compression ratio for the air/sea flex data from NCAR data archive. The
framework could potentially serve as a baseline I/O utility for HPC systems; however, the
algorithms they selected performed rather poorly on scientific data. Ibtesham et al. [17] also did
a viability study that compares several lossless compression algorithms with the Berkeley Lab
Checkpoint/Restart (BLCR) [14] framework. They essentially observed up to 2x compression
ratio for several scientific datasets.
Islam et al. [18] present mcrEngine, a software framework that first merges compatible data
in terms of data type (double, float, other) between checkpoint files and compresses the output
of the merged data with an existing compression algorithm. The authors tested mcrEngine
on five different codes that exhibited this type of compatibility between checkpoint files and
compressed the checkpoint data by a factor of about 1.2. While this checkpoint-level similarity
may not be applicable to every simulation code, the technique of combining this data before
compression clearly improves compressibility.
Several high-level I/O libraries provide a compression capability in a transparent manner.
HDF5 requires users to use chunking to create a compressed dataset. Currently HDF5 provides
two predefined compression filters (zlib and szip). All other compression filters must be registered with HDF5 before they can be used [34]. ADIOS [27] also provides a similar compression
capability as a data transformation mechanism in file-based I/O. ADIOS provides three common
compression algorithms (zlib, gzip, and szip) as well as ISOBAR [30], which could potentially
yield higher compression ratio on scientific datasets.
There are recent studies about exploiting compute power in SSDs to perform in-situ operations including compression. Active Flash by Boboila et al. [7] is such an example where
the compression is performed within SSDs in the context of data analytic pipelines. Since their
main objective is to determine feasibility of performing in-situ on SSDs, they also simply use
existing lossless compression algorithm, LZO, on common HPC datasets: atmospheric and geosciences (NetCDF format) and bioinformatics (text format). Active Flash achieved about 1.96x
of compression ratio for both datasets.

2.2. Increasing Compressibility through Transformations
Bicer et al. [6] propose a novel compression algorithm for climate data, CC (climate compression), that takes advantage of the spatial and temporal locality inherent in climate data to
accelerate the storage and retrieval of data. Their methodology uses an exclusive or (xor) of
adjacent or consecutive data to reduce the entropy in the data, which is analogous to taking a
difference or ratio in the sense that similar data values will neutralize to form easily compressed
datasets.
Schendel et al. propose the ISOBAR [29, 30] framework where it first divides the data into
compressible and incompressible segments before applying lossless compression to reduce data
size. PRIMACY [31] and ALACRITY [19] applied similar data transformation methods on byte
columns in order to identify compressible byte segments. We note that ISOBAR used FPC [8],
a fast and effective lossless compression algorithm designed for double-precision floating point
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Table 1. Comparison of lossless compression schemes.
Scheme

FPC [8]

ISOBAR [30]

PRIMACY [31]

ALACRITY [19]

CC [6]

MCRENGINE [18]

Algorithm

Compression
Ratio

not used

it first predicts values sequentially using two predictors (FCM and DFCM), and subsequently selects the
closer predicted value to the actual. Lastly, it XORs
the selected predicted value with the actual value, and
leading-zero compresses the result.

1.02x∼1.96x

apply zlib, bzlib2, (fpzip, FPC) on all compressible (after discarding noisy byte-columns). zlib is the main compression algorithm; others are for comparison purposes

1.12x∼1.48x

apply zlib on transformed data

1.13x∼2.16x

unique-value encoding of the most significant bytes (assuming high-order bytes (sign and exponents) are easy
to compress); low-order bytes are compressed using ISOBAR

1.19x∼1.58x

apply zero-filled run length encoding

up to 2.13x

divide
byte-columns into
compressible and
incompressibles
frequency based
permutation of ID
values
split
floating-point
values into sign,
exponent, and
significands
XOR on ∆ of
neighboring data
point in the same
iteration
not used

IOFSL [36]
Binary Masking [5]

Transformation
Applied

bit masking
(XOR)
variable merging
in the same group

integration of LZO, bzip2, zlib within the I/O forwarding layer
apply zlib on bit masked data in order to partially decreases the entropy level
apply parallel gzip on the merged variables across processes

∼1.9x
1.11x∼1.33x
up to 1.18x

numbers. FPC first predicts values sequentially using predictors, and subsequently selects the
closer predicted value to the actual. It then XORs the selected predicted value with the actual
value such that more leading zeroes in the predicted values, which helps improve compression
ratios.
Bautista-Gomez and Capello [5] propose an algorithm related to ISOBAR in that both
are lossless compression algorithms that seek to identify low-entropy segments of floating-point
data and compress them separately. Bautista-Gomez and Capello, however, transform the data
by applying a bit masking (xor) to the original data in order to reduce its entropy before
compression. They present results for a number of scientific datasets (GTC dataset in singleprecision and climate dataset in double-precision), achieving a maximum of around 40% data
reduction.

2.3. Comparison
Table 1 summarizes the comparison of lossless compression schemes surveyed in this paper.
Since lossless algorithms do not incur any loss of information in the uncompressed data, we
mainly compare the compression ratio achieved by each method. The compression ratio R for
0
|D|
data D of size |D| reduced to size |D | is denoted as: R = |D
0 | . We note that scientific simulations
use predominantly double-precision floating-point variables. Therefore, the compression ratio
presented in Table 1 is for those only, though the algorithm can be applied to floating point
numbers of different precision or other types of data. The main takeaway from Table 1 is that
the data reduction by lossless compression is limited; the maximum achievable compression
ratio is just above 2x, which is also possible after additional data transformation is applied. As
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described in the second column of Table 1, most compression algorithms apply some sort of data
transformations in order to increase the effectiveness of data compression.

3. Lossy Compression
The intuition behind using lossy compression algorithms stems from the following three
observations. First, scientific simulation data, like climate CMIP5 rlus data, are considered
as one type of high entropy data [12, 28]. Such data often exhibits randomness without any
distinct repetitive patterns in one single timestamp or iteration (see Figure 1 (a) or (b)). Thus,
traditional lossless compression approaches, as described in Section 2, cannot achieve appreciable
data reduction. Second, in many scientific applications, relative changes in data values are often
not very significant either spatially (among neighboring data points) or temporally (from one
simulation iteration to the next). As an example for this temporal similarity, more than 80%
of climate rlus data remains unchanged or only change with a percentage less than 0.1% (see
Figure 1 (c)). Third, unlike observational data, many scientific simulation codes can tolerate
some error-bounded loss in their simulation data accuracy. Thus, lossy compression methods
can offer some attractive features for data reduction.
The effectiveness of lossy compression however heavily depends on the domain knowledge
to select the right compression algorithms, and it is very difficult to get compression beyond
a small factor with desired accuracy, not to speak of guaranteeing that the compression error
will be smaller than a certain error rate, preferably specified by a user. Figure 1(c) shows the
change in data values between two iterations (checkpoints) instead of individual iteration because
representing data in change ratio could minimize coding space during compression. For example,
a checkpoint with 100 million data points where there are potentially 100 million changes. Two
data points where one changes from 10 to 11 and the other from 100 to 110 have the identical
relative changes, which can be represented as the same 10 percent change. Therefore, data points
with the same change percentage can be indexed by one number. The idea of considering the
data changes along temporal domain transforms the data where individual checkpoint seldom
exhibits repeated patterns into a space where common patterns in change percentages are easier
to find. To ensure the quality of reduced data, one challenge of this approach is to select a
set of change values that can represent a large number of neighbors within a small radius, a
tolerable error rate specified by the user. This will potentially address the challenge of lossy
compression in maintaining the quality of compressed data, which will be discussed in later
sections. Furthermore, simulation parameters are often calibrated using data that are themselves
subject to measurement error or other inaccuracies. Therefore, very small deviations (< 1%) in
restart fidelity are unlikely to hurt normal scientific simulations as long as such deviations are
bounded.

3.1. Transformation Schemes
There are handful of prior works studied about applying lossy compression on scientific
datasets. Lakshminarasimhan et al. [22] described ISABELA, a lossy compression technique
based on applying B-splines to sorted data. By transforming the data, ISABELA was able to
achieve high compression on data that was previously regarded as “incompressible,” while losing
minimal data fidelity (≥0.99 correlation with original data). Lakshminarasimhan et al. did not
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Figure 1. Data representation of rlus, a variable from the CMIP5 climate simulation dataset:

(a) original data distribution at iteration 1. (b) original data distribution at iteration 2. (c)
the changing percentage of data values between two iterations, and (d) compression ratio
original size ) for the clustering-based algorithm on the CMIP5 simulation datasets [33].
( compressed
size
Out of the dozens variables available in CMIP5 [1], we randomly chose five, namely mrsos,
mrro, mc, rlds, and rlus. The resolution for these data is 2.5◦ by 2◦ . mc is a monthly simulation
data, while other four are daily data. We note that all approximated data point is within the
user-specified error bound, which is 0.1%. The approximation precision used is 8 bits (or 1 byte).
The parallel K-means clustering algorithm [3, 20, 25] is used on the temporal change ratios ∆
to get 2B − 1 clusters, where B is the number of bits.

consider applying ISABELA to checkpoint data because they assume checkpoint data do not
permit approximation.
As an another transformation approach, we have also studied a data transformation idea
similar to video compression algorithms especially MPEG [24], which stores the differences
between successive frames using temporal compression. Similar to MPEG’s forward predictive
coding where current frames are with reference to a past frame, we code the current checkpoint
data based on the previous checkpoint. In order to this, the relative change (or change ratio)
p
, where Dc and Dp is the data point in the current and previous
is calculated as ∆ = DcD−D
p
iteration, respectively. A potential problem with this approach is that Dp cannot be zero. If Dp
is zero, Dc cannot be compressible. This transformation technique is applied to our clusteringbased algorithm.
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3.2. Approximation Algorithms
Several recent studies [4, 16, 23] have evaluated Samplify’s APplication AXceleration
(APAX) Encoder along with other lossy compression algorithms on scientific datasets, mostly
climate dataset. The APAX algorithm encodes sequential blocks of input data elements with
user-selected block size between 64 and 16,384. The signal monitor tracks the input dataset’s
center frequency. The attenuator multiplies each input sample by a floating-point value that, in
fixed-rate mode, varies from block to block under the control of an adaptive control loop that
converges to the user’s target compression ratio. The redundancy remover generates derivatives
of the attenuated data series and determines which of the derivatives encodes using the fewest
bits. The bit packer encodes groups of 4 successive samples using a joint exponent encoder
(JEE). JEE exploits the fact that block floating-point exponents are highly correlated, which is
commonly observed in many lossless compress techniques [8, 19, 29, 30, 31].
fpzip quantizes the significant bits while leaving the values in their floating-point format.
fpzip fixes the quantization level to be a power of two, thereby effectively truncating (zeroing) a
certain number of significant bits. Designed such, fpzip can be lossless if the quantization level is
the same as the original data representation. ISABELA, on the other hand, applies the B-splines
curve fitting (interpolation) to the sorted data. A B-splines curve is a sequence of piecewise lower
order parametric curves joined together via knots. Specifically, they used the cubic B-splines for
faster interpolation time and producing smooth curves [22].
The clustering-based approach, on the other hand, uses machine learning techniques once
the change ratios for all data points are calculated. Once the change ratios of all data points have
been calculated, using machine learning techniques, we first calculate the distributions of changes
and then approximate them into an indexed space to achieve the goals of maximal data reduction.
In our preliminary implementation, we use histogram for learning distribution of the change
ratios obtained. Histogram is a popular method to learn the data distribution. For example,
data shown in Figure 1(c) can be easily converted into a histogram. Histogram estimates the
probability distribution by partitioning the data into discrete intervals or bins. The number of
data points falling in a bin indicates the the frequency of the observations in that interval. Like
other lossy compression algorithms, the clustering-based algorithms controls the precision of the
approximation using B bits. B bits are used to store the index of a transformed data point.
Since B bits can represent 2B different values and if the number of different change ratios in
∆, |∆Di |, is larger than 2B , then some of ∆ must be grouped together and approximated by a
representative ratio in the same group. We compute such approximation to fit all representative
change ratios into a index table of size 2B .
While one can use rather simpler methods like equal-width or log-scale binning than the
clustering-based binning, they may not perform well for cases where the distribution is highly
irregular. One such example would be when there are several densely packed bins and those
dense bins are spread unevenly. Neither the equal-width nor the log scheme is known to be
capturing such an irregularity well. Data clustering is a technique to partition data into groups
with a similarity (in terms of distance) while maximizing the difference among groups. Several
prior studies [10, 21, 37] also have been used clustering techniques in compression, mostly for
multimedia data (images, sounds, and videos). The idea behind those techniques based on the
following characteristics on multimedia data. First, the data objects are highly similar from one
time frame to another, that is, small temporal changes. Second, a certain amount of information
loss is acceptable in their applications. Lastly, as described in [32], a substantial data reduction
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is highly desired. In many senses, many scientific simulation runs exhibit very similar behaviors
as the multimedia data. This is the reason why the cluster analysis technique achieves better
binning results for irregularly distributed datasets.

3.3. Error Bounding Methods
The main challenge when applying lossy compression is assessing its effect on simulation
accuracy. Lossy compression is commonly used for multimedia data (photographs and videos)
where errors need only to meet human perceptual requirements. Key-frames in videos periodically reset the error to zero. The scientific simulation codes solve time-dependent differential
equations where errors may accumulate over time. The changes in the solution due to the use of
compression may grow more rapidly if compression errors at one time step are strongly correlated with errors at the next time step. The changes due to the use of compression are thus likely
to be functions of both the compression ratio and the error characteristics of the compression
algorithm.
However, the fact that lossy compression may change simulation results is not necessarily a
show-stopper. In many cases, a slight change in one simulation parameter also can change the
simulation output. For example, scientists may choose a mesh resolution based on a trade-off
between more accurate answers and the computational cost of the simulation. Computational
scientists usually make these choices based on the desired accuracy of various physical quantities,
not by comparing differences in per grid point basis like the mean square error between two
simulations. For example, Laney et al. [23] have proposed to use the same integral physical
quantities to assess the impact of compression.
ISABELA and fpzip bound errors using the accuracy metric that measures factors between
the original and approximated values. For example, ISABELA uses Pearson correlation of ≥0.99,
which implies that 99% of approximated data is within the error bound. Since this metric
measures the strength and direction of the linear relationship between two, the error bound is
relative, thus no absolute error guarantee outside the defined range. fpzip also allows the similar
relative error bound because of its use of the non-uniform quantization [23].
In contrast to traditional lossy compression algorithms, the clustering-based scheme is designed to process data under the condition that the compressed data is guaranteed with a
user-specified absolute error bound or a user tolerance error rate E. The value of E is usually
determined based on the application domain knowledge. For each point in ∆, if abs(∆) < E, the
clustering-based algorithm uses 0 as its approximation value because it already meets the user
tolerance error threshold. Otherwise, it uses the clustering algorithm to learn the distribution
of ∆ and partitions the data in ∆ based on their similarity in order to meet the user tolerance
error-bound E. The compression ratio shown in Figure 1(d) was obtained while the error rate
and the approximation precision are fixed at 0.1% and 8 bits, respectively. In terms of the mean
error rate, all variables show less than 0.025% of error rates, guaranteeing the user-specified
error rate. Similar to the clustering-based algorithm, APAX also allows the absolute error to be
bounded within each APAX block. Quantization is the only source of loss in APAX, which can
be tunable by the user [23].
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3.4. Tradeoffs Approximation Precision and Error Rate
One obvious advantage of using lossy compression techniques is that users can tradeoff
between the approximation precision and compression ratio. In order to demonstrate this, we
varied the number of precision bits to see how the clustering-based lossy compression algorithm
performs in terms of compression ratio and error rate. In this set of experiments, we fix the
user-defined tolerable error rate at 0.1%. As one can expect, increasing the approximation bits
improved the compression ratio significantly. For instance, the compression ratio increases dramatically when the number of bits changed from 8 to 9 bits, 40% to 80% while the mean error
rate is increased only by 0.02%. Furthermore, if the approximation precision is 10 bits, then
all data points became compressible, resulting in compression ratio of 8x with the mean error
rate less than 0.05%. Other approximation schemes like log-scale or equal-with binning achieved
similar results on rlds and other variables.
Lossy compression algorithms can perform differently depending on the amount of information loss. For example, when we vary the user tolerable error rate from 0.1% (default error
bound) to 0.5%, the average compression ratio by the clustering-based scheme increased from
2.1x up to 4.7x. The mean error rate is also increased from 0.02% to 0.12% as the user tolerable
error rate is increased 5 times. We however note that they are still much smaller than the user
tolerable error rate. For example, we could maintain the mean error rate of 0.1% even with the
user tolerable error rate of 0.4%.

3.5. Comparison
Table 2 gives a comparison of lossy compression algorithms described so far. Each scheme
uses different transformation methods in order to increase compressibility, and then apply different approximation algorithms on those transformed data. As compared with Table 1, one can
clearly see that lossy compression algorithms achieve much higher compression ratios; up to 8x
depending on how compressible data is. Another important observation from Table 2 is that
data transformation helps increase the compression ratio significantly. fpzip achieved only 1.29x
of compression ratio because it uses only prediction mechanism based on data traversal without
applying any transformation on the actual data. ISABELA and the clustering-based scheme
achieved the highest compression ratio because both schemes first transform original data into
a compression-friendly format.
We note that each data point (assuming 64-bit) in lossy compression algorithm is divided
into two categories: compressible and incompressible. All the compressible data is represented
as an approximation bit number (e.g., 8 bits) whereas the incompressible data is stored as
the original bit number (i.e., 64-bit). Since the compressible portion is essentially represented
as integer streams, we can further increase the compression ratio by applying one of existing
lossless compression techniques like zlib [2], bzlip2, or LZO to the index data. As discussed in
[22], indices, which are integer values, are easy to compress with standard lossless compressions,
resulting in about 75%–90% of additional compression ratio.
While not extensively discussed in this paper, there are studies where data is encoded not
at system-level but at application-level to tolerate faults. A recent study by Chen [9] describes
an alternative technique, called Algorithm-Based Fault Tolerance (ABFT), that eschews traditional checkpointing techniques to incorporate error recovery into algorithmic design. Chen
demonstrates essentially overhead-free recovery mechanisms for the Jacobi method and conju-
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gate gradient descent, algorithmic error recovery mechanisms are by necessity specific to the
code being run. Moreover, they are potentially vulnerable to compound or cascading failures,
which periodic checkpointing would help to alleviate, even in cases where such techniques are
applicable.
Table 2. Comparison of lossy compression schemes.
Scheme

Transformation
Applied

ISABELA [22]

sorting

fpzip [26]

not used

APAX [30]

not used

Clusteringbased

change ratios
between
consecutive
iterations

Approximation Algorithm
apply B-spline on sorted data
traverse data in a coherent order and then uses
the corresponding n-dimensional (where n is the
dimensionality of the data) Lorenzo predictor to
predict the subsequent values. It next maps the
predicted values and actual values to their integer
representations, and encodes the XORd’ residual
between these values.
encodes sequential blocks of input data elements
with user-selected block size between 64 and
16,384
approximate on change ratios; full checkpoint initially and when the error rate is close to userspecified bound

Compression
Ratio

Error
bound

up to 5x

≥0.99 of
correlation

1.29x

relative

1.33x∼4x

absolute

2.98x∼8x

<0.1%
absolute

4. Conclusion
This paper argues that while the traditional checkpointing continues to be a crucial mechanism to tolerate system failures in many scientific applications, it is also becoming challenging in
the exascale era mainly because of limited I/O scalability and associated energy cost. This paper
describes several efforts to use lossless compression on checkpoint data to relieve such overheads
and shows that they are limited because of inherent randomness in scientific datasets. This paper
then describes several lossy compression algorithms that radically change how checkpoint data
is stored with tunable error bounding mechanisms. Hence, we predict the lossy compression to
be a promising way to reduce checkpoint overheads without compromising the quality of dataset
that scientific simulation operates on.
For lossy compressions to be actually deployed in the exscale computing era, several future
challenges remain. The first challenge would be reducing the memory requirements to perform
in-situ compression. This is especially challenging because of two facts: (1) per-core memory
is expected to continue to decrease in the exascle systems, and (2) transformation techniques
to improve the effectiveness of compressions typically require extra memory, making memory
a scarce resource. Second, given the amount of increasing data volumes and number of CPU
cores, the compression should be performed in parallel. A couple of current parallel I/O libraries
support data compression, but the compression is performed individually, in order words, compression is locally optimized without knowing what others do. Lastly, compression algorithms
must take advantages of several emerging techniques to be used in future exascale systems such
as SSD, PCRAM, etc., as they will significantly impact future memory hierarchy.
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